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1. Just what is the Turing test?
2. Turing on philosophical objections
3. Searle, the Chinese room, and the limits of 

syntax
4. Are modern chatbots passing the Turing test?



4. Are modern chatbots passing the Turing test?

Today there are a slew of natural language 
processing (NLP) models based around 
transformer architectures which support text 
generation, including chat bots, quickly 
approaching human levels. 

Just about all cutting-edge NLP uses artificial 
neural networks (ANN). 
• Strings of text are first coded into vectors. 
• Those vectors are fed into a series of 

“encoding” network layers which transform 
the vectors into forms from relevant 
information can be extracted. 

• Then the output of the total encoding is 
passed through “decoding” layers which 
transform it back into usable text.

Fido the dog likes to play fetch with his ball.

Layer 1: Transforms text into vector

Layer 2: Encoding

Layer 3: Encoding

⋮
Layer n: Encoding

< 0.01,0.79,0.43, … , 0.95 >

< 0.52,0.19,0.71, … , 0.28 >

Layer m: Decoding

Layer 2: Decoding

⋮

Layer 1: Decoding

< 0.66,0.89,0.23, … , 0.18 >

Layer m+1: Transforms vector to text

Fido, der Hund, spielt gerne Fetch mit
seinem Ball.

Schematic NLP encoding-decoding transformation



Fido the dog likes to play fetch …

Layer 1: Transforms text into vector

Layer 2: Encoding

Layer 3: Encoding

⋮
Layer n: Encoding

< 0.01,0.79,0.43, … , 0.95 >

< 0.52,0.19,0.71, … , 0.28 >

Layer m: Decoding

Layer 2: Decoding

⋮

Layer 1: Decoding

< 0.66,0.89,0.23, … , 0.18 >

Layer m+1: Transforms vector to text

Fido the dog likes to play fetch with

Often the network is doing recursive next-word 
prediction

Older-style networks (pre-2017) would feed the 
initial text string to the network one word at a time. 

The network would keep previous words in 
memory by using recurrent loops.

Fido the the dog

Time step 1 Time step 2 etc.

Transformers, introduced by Vaswani et al. (2017), 
do away with recurrent loops and are built to allow 
the whole text string (or much of it) to be fed into 
the network at once, thereby allowing fully parallel 
(and hence faster) processing of the string. (They 
still often do next-word prediction.)
Vaswani et al. (2017) “Attention is all you need”, 
https://arxiv.org/abs/1706.03762

A fundamental problem in NLP is that the meaning 
of a word token in a chunk of text depends on a 
large swath of the text around it. 

Fido the dog likes to play fetch with his ball.

What does “his” mean? 
Refers back to “Fido”.



Transformers solve this problem by implementing 
a biologically inspired version of attention.

Layers of a purely feedforward ANN can be treated 
as matrices, and the upflow of activation (vectors) 
is just matrix multiplication. 
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5!!" 5!"" 5!#"
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The step from input to hidden layer 
amounts to computing the step from 
one layer to the next
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Original neural network figure by user Cburnett - Own work. This 
W3C-unspecified vector image was created with Inkscape. CC BY-SA 
3.0, https://commons.wikimedia.org/w/index.php?curid=1496812

Attention within the transformer takes the form of a weight 
matrix(es) which has the effect of strengthening one kind of 
input pattern while inhibiting others.
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The step from input to hidden layer 
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one layer to the next
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For example, if one layer 
of the transformer is 
trying to identify the 
object category of “his”, 
an attention matrix 
feeding into that layer 
should be enhancing 
input related to “Fido” 
and “dog” while 
suppressing all other 
input.

Fido the dog likes to play fetch with his ball.

Encoding layers

Attention layer highlighting 
“Fido” and “dog”

Layer encoding the object 
category of “his”



Thus, NLP transformers are:
• massive stacks of feedforward ANN
• being fed whole strings of text and transforming 

them into new strings of text
• with layers that are matrices doing matrix 

multiplication on vectors
• interleaved into these layers are attention 

matrices encoding contextual information.

For additional introduction, see: 
• Alammar (2018) “The illustrated transformer”, 

http://jalammar.github.io/illustrated-
transformer/

• Alammar (2019) “The illustrated GPT-2”, 
http://jalammar.github.io/illustrated-gpt2/

• Alammar (2020) “How GPT3 works”, 
http://jalammar.github.io/how-gpt3-works-
visualizations-animations/

Transformers do better than previous NLP models 
(based on recurrent neural networks) because: 
1. They’re able to process longer strings of text at 

once, thereby allowing them to take into 
account more of the rich contextual data built 
into human language.

2. They’re able to be trained on much larger data 
sets, thereby allowing them to learn much 
more about those contextual factors. 

Recent (post-2017) transformer models include: 
• Google’s BERT
• Microsoft’s Turing-NLG
• OpenAI’s GPT-1, GPT-2, and GPT-3.



These models can serve as the basis for programs 
that do things like: 
• Translate one language into another (e.g., 

English to German).
• Sort reviews (e.g., on Amazon) by affect (e.g., 

positive, negative).
• Generate long strings of text based on prompts 

(e.g., write essays or even computer programs). 
• Converse with people, like Google’s chatbot 

Meena.

The kind of tasks done by older GOFAI programs 
like Roger Schank’s story program would be child’s 
play for these modern programs. They are many 
orders of magnitude better at working with human 
natural language. 

Are these transformer-powered NLP applications 
approaching human-level proficiency? Are we near 
a chatbot that can pass the Turing test (whatever 
that actually means)? 

Consider Google’s new chatbot Meena. Crowdsourced 
human users rate Meena’s responses in conversations 
almost as sensible and specific as human responses.
For more on Meena, see Adiwardana et al. (2020), “Towards a 
human-like open-domain chatbot”,  
https://arxiv.org/abs/2001.09977



To compute these scores, 
human users classified 
individual chat responses 
as sensible or not sensible, 
and as specific or not 
specific. The score here is 
the percentage of sensible 
responses averaged with 
the percentage of specific 
responses.

Figure from https://ai.googleblog.com/2020/01/towards-
conversational-agent-that-can.html. Used here under fair-
dealings/the lesson exemption.

Meena even seems to have invented its own joke:

Screen grab from: https://www.computerworld.com/article/3541292/meet-meena-why-youll-
want-to-hire-this-google-chatbot.html

GPT-3, the current largest and most impressive 
transformer model, isn’t a chatbot, but can be 
used as one when fed the right input. (GPT-3 uses 
next-word prediction to generate text in response 
to input.) GPT-3 even seems shockingly intelligent 
and capable of some level of reasoning, as can be 
seen in this example in which GPT-3 generates text 
predicting the broad outlines of the COVID-19 
pandemic, despite not being programed with any 
knowledge of the event.
https://kirkouimet.medium.com/my-conversation-with-an-
artificial-intelligence-about-coronavirus-covid-19-
742c0dd9abbe

Kevin Lacker, a San Francisco tech startup founder 
with a computer science background, has a 
wonderful Turing-test style evaluation of GPT-3 on 
his blog. 
https://lacker.io/ai/2020/07/06/giving-gpt-3-a-turing-
test.html



His premise is the standard strategy 
used in modern day “Turing tests”: 
To suss out a machine, ask 
common-sense or trivia questions
that a human can answer easily, but 
a machine isn’t likely to know. 
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“Come on, even a child 
knows this stuff!”

For example, Schank’s story program
(written in the 1970s) got around this 
common-sense issue by having its “scripts”. 
The program would know, for example, that
a big tip at a restuarent meant the customer
liked the food because that information was 
programmed into its restaurant script. Of 
course, this also means that the program 
was limited to only know the “common 
sense” stuff Schank was able to cram 
explicitly into the program’s scripts. 

For example, ELIZA was the first chatbot written (back in 
1966). ELIZA used simple tricks and heuristics to 
generated canned responses to questions. ELIZA simply
evaded common-sense questions.

Screen grab from Lacker’s blog.

As Lacker probes show, GPT-3 does much better: 

Screen grabs from Lacker’s blog.



GPT-3 and similar language models learn all this 
“common sense” not by being programmed with it 
(as Schank’s program was programmed with scripts), 
but by being trained on staggeringly massive 
corpuses of text — the common sense knowledge 
implicit in all that human-produced text leaves its 
mark on the network parameters (weights). 

But even GPT-3 breaks down when asked odd-ball 
common-sense questions, or when given prompts 
that would lead a human to call nonsense. 

Screen grabs from Lacker’s blog.

So, even the best NLP models can still be outed as 
“machines” if you’re a highly sophisticated human 
interrogator who knows their weaknesses … but I 
would wager that GPT-3 would fool the average 
person off the street for quite some time, especially 
if that person wasn’t trying to judge whether they 
were talking to a machine. 

Are transformer-powered NLP models “machines”, 
in Turing’s sense? 
Remember, Turing’s question is whether machines, in his 
sense of the term, can play and “pass” the imitation game!



Turing goes through a lot of space defining what he 
means by “machine” (see pp. 435—42). Read this 
material carefully! This is the person who invented 
the digital computers powering your phone, 
laptop, etc. describing his invention — pay 
attention and understand where this technology 
comes from!

Drawing on earlier work from Charles Babbage in 
the 19th century, Turing’s idea of a digital computer 
is of a machine that carries out the operations 
humans following rules in a rule-book could do. 
For example: If the first line contains the mark “7”, 
erase it and write “9”.

In fact, the term “computer” 
used to (in the 19th and early 
20th century) refer to people
(usually women) who did the 
labor of manipulating 
numerical spreadsheet 
values based on algorithms 
contained in rule books. 
(Something of the real-life 
version of the the man in 
Searle’s Chinese room.) Screen grab from https://www.history.com/news/human-

computers-women-at-nasa. Reproduced here under the lesson 
exemption/fair dealings.

These human computers, 
using stacks of paper and 
pencil, computed everything 
from ballistic trajectories, to 
astronomical orbits, to 
airplane payload capacities 
and rocket thrust. A digital 
computer, as conceived by 
Turing, was a machine that 
mechanized or automated
these tasks. Screen grab from https://www.history.com/news/human-

computers-women-at-nasa. Reproduced here under the lesson 
exemption/fair dealings.



Now, contemporary transformer-based NLP 
models are, of course, run on (modern-day) digital 
computers. Further, the computations done by NLP 
models (matrix multiplication) are certainly the 
kind of computations which can be automated by 
a digital computer. 

• Still, one senses that what’s happening is 
against the spirit of Turing’s view. 

• Turing was really interested in discrete-state 
machines (DSM): Physical machines with a finite 
number of discrete, computationally 
meaningful physio-electrochemical states. 
These machines transition between these 
states based on rules (a “program”).

• Insofar as ANN are not DSM, the digital 
computers running modern NLP models are not 
imitating a DSM.

Let’s set aside this worry about DSM. Turing himself 
recognizes that some computers are continuous. 
He brushes this issue aside by (correctly) saying 
that a digital computer can mimic a continuous 
computer well enough to fool a person observing 
the outputs. (Is this a good response? Unclear.)

There is a deeper worry he doesn’t consider. Notice 
what NLP models, and the digital computers on 
which they run, are computing: numbers. 
Specifically, they’re manipulating numbers in 
vectors encoding strings of words. These numbers 
do not map cleanly onto meaningful parts of the 
input text. 



For example, it’s not as if this number “0.19” in the encoding vector 
means anything. It doesn’t, for example, stand for the word “play” 
in the input sentence, or any other part of the input. The same 
goes for almost every other number appearing in all these (many 
millions of) computations. 

• So, the computations being done by 
contemporary NLP models aren’t 
manipulations of language! 

• This is in contrast to earlier attempts to build 
chatbots, like ELIZA, SHRDLU, and Schank’s
story program, which were based on GOFAI 
architectures that did directly manipulate 
linguistic tokens themselves. 

• Searle’s whole argument, for example, was 
predicated on attacking GOFARI-style systems 
which manipulated linguistic tokens 
themselves!!

• Are these ANN-based NLP programs “machines” 
in Turing’s sense? It doesn’t seem like it!

• Are these ANN-based NLP programs “doing
formal symbol manipulations” in the sense that 
worried Searle? Again, it doesn’t seem like it!

Google translate, an ANN-powered NL model.
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I’m “fluent in over six 
million forms of 
communication” … but 
am I an ANN or a 
symbol system?

Discussion question: Does this difference between 
GOFAI-style symbol manipulation and ANN matter? 
1. Historically, was Turing assuming that the 

machine conversing with people would operate 
by manipulating numbers which represented 
linguistic tokens (words)? 

2. Do modern, ANN-based approaches, avoid 
Searle’s objection? If so, why?


