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Installation at University of Southern California, Pacific Asia Museum. The Dreams of a 
Sleeping World. Image courtesy: © Oscar Oiwa Studio, NY. CC BY-SA 4.0, 
https://commons.wikimedia.org/w/index.php?curid=93202860

The standard way to understand neural networks is as 
feedforward extraction mechanisms:

Top-level output layer: Last step of the 
extraction process. Spiking encodes the full 
3D shape being extracted.
Mid-level hidden layer: Continues the 
extraction process. Spiking encodes higher-
level features, such as 2D shapes.
Low-level hidden layer: Extracts low-level 
features from the input. Spiking encodes 
things like light-intensity discontinuities 
(“edges”).
Input layer: Sensory receptors. Spiking 
encodes stimulus energy information, e.g. 
light intensity.

Figure: Rudimentary 
schematic of the visual 
system. Cell bodies in 
black, axons in red, 
dendrites in blue.

On this view, spiking activity 
(activation value) in neurons in a 
given layer encodes some 
feature (e.g., light-intensity 
discontinuity, 2D shape, color, 
etc.). That encoded information 
is “passed up” to the next level 
via the axons, and neurons in 
the next level “extract” more 
complex features by integrating 
the responses of multiple lower-
level neurons.

Figuring showing how the integration of LGN neurons by 
V1 neurons results in the extraction of edges. Hubel and 
Wiesel (1962), “Receptive Fields, Binocular Interaction 
and Functional Architecture in the Cat’s Visual Cortex” J. 
Physiol. 160, 106-154. Copyright the publisher (used here 
under “fair dealings”).

While this understanding fits artificial neural networks (they are 
designed that way), there’s lots of evidence that biological 
neural networks don’t work this way. Most perspicuously:
1. Neuron responses are highly unreliable (e.g., most V1 neurons 

respond less than 50% of the time to features they are 
supposed to “encode”).

2. Neurons are most responsive to change: A neuron may 
respond when its preferred stimulus is introduced, but after a 
second or so its response goes back to baseline. 



A popular way to explain these 
unusual response properties is to 
keep the standard feedforward-
extraction model, but posit that 
neural networks are using a form 
of compression coding: Neuron 
responses don’t encode extracted 
features themselves, but instead 
encode changes in the features. 
TVs work this way too: The incoming 
signal doesn’t specify every pixel value 
for each frame, only how to change the 
pixel values for each frame. 

Vintage 12 inch TV from 1956 in Bakelite cabinet. Mullard tube and valves, 
incorporates band 1/3 tuner for simple reception of both BBC and the new 
ITV channel, country-wide. By electromechanic812291. 
https://www.flickr.com/photos/156722025@N07/45399045065/, CC BY 2.0, 
https://commons.wikimedia.org/w/index.php?curid=88874919

But there’s an alternative model that completely 
does away with the feedforward-extraction idea: 
Predictive coding. 
*See Andy Clark (2013), “Whatever next? Predictive brains, 
situated agents, and the future of cognitive science” 
Behavioral and Brain Sciences 36 (3):181-204

The basic idea of predictive coding is that: 
• Each layer of the network is trying, through feedback connections, to 

suppress (inhibit) the activity of the lower-level layer feeding it input. 
• To do so, each layer must, essentially, “predict” the activity of its input 

layer and match that activity with an inhibitory feedback signal. 
• The activity in a given layer, then, amounts to an error signal, i.e. the 

difference between actual and predicted activity. 
• The network extracts information from the bottom-level receptor layer 

by adapting itself so as to always be minimizing the upflowing error 
signal.

• The top layers of the network end up effectively encoding a model or 
prediction of the distal object or scene causing the stimulation at the 
receptor layer (as that’s the best way to minimize error at the receptor 
level).

Schematic drawing of feedback
and lateral (intralayer) 
connections. The green axons 
project back to neurons in 
previous layers, or across to 
neurons in the same layer, 
providing a conduit through 
which higher layers can 
suppress (inhibit) activity in 
the lower layers.



Hence, the aim of the 
system is to wire itself 
(establish synapses and their 
weights) and activate the 
top layers so as to suppress 
and minimize the firing at 
the lower layers. 

Notice that this solves a 
question we had from a few 
weeks ago: Since the 
network can’t do 
“supervised” learning, how 
does it discover its own 
errors? A network wired to 
do predictive coding 
inherently generates an 
error signal to be minimized. 
Unsuppressed upflowing
activity is the error signal.

In both feedforward and predictive coding models, the top 
layers of a network come to represent (encode) the distal 
objects and properties stimulating (activating) the bottom 
layers, but the process is different: 
• In feedforward networks, activity (signal) flows bottom-up, 

and complex stimulus features are extracted by integrating 
the activity of lower-level units. 

• In predictive networks, activity (signal) flows top-down, and 
complex stimulus features are predicted as a means to 
inhibit lower-level units. All that flows bottom-up is an error 
signal encoding prediction mistakes.

Are real neural networks in the brain actually predictive networks?
• It would explain the inconsistency of neuron responses, and their 

responsiveness to stimulus changes.
• There are known to be feedback and lateral projections throughout the 

brain, even down to the retina, and these feedback projections can 
sometimes outnumber feedforward projections.

• Still, the case of vision, in particular, is controversial. As we’ll discuss 
later this term, traditional artificial NN doing purely feedforward 
extraction do an amazing job both replicating human visual 
performance and predicting human visual neuron activity. 



But there is one neural system for which there is 
very strong evidence of predictive processing: 
The (sensori)motor system. 

In your body and brain, input from exteroceptive 
senses (e.g., vision, touch) and interoceptive 
senses (e.g., proprioception) combines with 
motor output to enable complicated 
environment-body interactions: e.g., catching a 
ball thrown at you, grasping a nearby cup, 
walking up stairs, or executing your favorite 
dance moves.

Coordinating these three information streams 
(exteroceptive and interoceptive input and motor 
output) faces two fundamental computational 
challenges: 
1. The input depends on not only the environment, 

but also the motor output; hence, the brain 
needs a way to tell which parts of the input are 
due to the environment. 

2. Motor commands need to be executed and 
adjusted far faster than your input systems can 
relay the effects of those commands. 

For example, to catch a ball careening towards 
your head before it hits you your brain faces two 
challenges: 
1. Distinguish retinal input due to the ball’s 

motion from retinal input due to the eye’s 
motion.

2. Compute the motor commands needed to 
send the hands from their current position to 
the ball’s impact position before the 
proprioceptive signal carrying their current 
position gets to the brain. (Movement must 
be initiated before the ball’s impact position 
is known.)



It’s been known for awhile that the brain solves 
these two challenges using forward models. 
When your motor cortex sends a signal causing 
muscle contraction, it sends out corollary 
discharges, or copies of that motor command, to 
other areas of the brain. These copies are, 
effectively, a model of the movement caused by 
the actual motor signal. It’s known that the 
copies inhibit the returning proprioceptive signal 
caused by the actual motor signal, and also are 
hypothesized to inhibit exteroceptive (e.g., 
retinal) responses due to the movement. 
*Miall, R. C., & Wolpert, D. M. (1996). Forward models for physiological 
motor control. Neural Networks, 9(8), 1265–1279.
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Red Line: An efferent axon carrying a motor command to the arm.
Blue Line: An afferent axon carrying a proprioceptive signal about the arm’s 
position. 
Green Line A: An efference copy synapsing onto the incoming proprioceptive 
feedback, functioning to cancel it out. 
Green Line B: An efference copy synapsing back into the motor cortex, 
allowing the motor cortex to estimate the current arm position before the 
proprioceptive signal returns.
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In reality, the brain is dealing with millions of these 
efferent/afferent circuit loops. The motor cortex is simultaneously 
sending out many motor commands, and simultaneously 
receiving many error signals from all the efferent/afferent 
synapses. Thus, the sensorimotor system faces a serious learning 
challenge: How does it figure out which error signals are due to 
which motor commands? 

AB

The system faces a second learning challenge: Some of the 
incoming proprioceptive input isn’t caused by the motor 
commands, but is caused by external stimuli (e.g., by the 
downward force caused by a heavy object you’re holding). How 
does the system know when uninhibited proprioceptive feedback is 
an error signal due to a faulty forward model, and when it’s 
genuine externally caused feedback?



Over the past decade, Mark Blumberg and his collaborators have gathered 
substantial evidence supporting the idea that the brain solves this learning 
challenge largely during sleep. 
• During sleep there are minimal externally generated body movements. 
• Chemical “blockades” in the brainstem mostly suppress outgoing cortical 

motor commands and incoming sensory signals.
• This provides the brain a relatively noiseless environment in which to 

“sample” and learn about its own sensorimotor system. 
• The brainstem randomly sends discrete motor commands that cause 

isolated muscle twitches. 
• These muscle twitches trigger proprioceptive signals that go back to the 

brain.
• The brain “listens” for these reafferent proprioceptive signals, and when 

they come thereby learns which proprioceptive signals result from which 
motor commands.

Jennifer Windt has proposed two hypotheses 
extending Blumberg’s work: 
1. The sensorimotor system learns, during sleep, by 

generating an error signal. 
2. This error signal manifests itself, in our conscious 

lives, as dreams.
* Windt (2018) “Predictive brains, dreaming selves, sleeping 
bodies” Synthese 195 (6):2577-2625

To learn, it’s not enough that the brain “listens” for 
the returning proprioceptive feedback, it must 
attempt to predict the feedback (just as it does 
when awake). Mismatch between the actual and 
predicted proprioceptive signal is an error signal that 
tells the brain how to fine-tune its sensorimotor 
circuits. 

The brain’s predictions of the proprioceptive 
feedback are, essentially, representations of body 
movements, and these representations manifest 
themselves in our consciousness as dreams. 



The standard view of dreams 
follows Rene Descartes (1596-
1650), conceptualizing dreams as 
“fully envatted” states of 
consciousness completely 
generated by the brain, completely 
cut off from the physical world. 

The sleep of reason produces monsters (No. 43), 
from Los Caprichos, 1799. By Francisco Goya, 
Public Domain, 
https://commons.wikimedia.org/w/index.php?curi
d=21982951

This view can’t be completely 
correct, as even simple 
demonstrations show: 
• The sound of your alarm can be 

integrated into your dream 
before waking. 

• External tactile stimuli (e.g., a 
blood-pressure cuff on the leg) 
can be incorporated into 
dreams as well. 

• Dreams of flying can be 
explained by ambiguous 
vestibular feedback.

The Apparition of the Angel to St. Joseph, circa 
1650. By Georges de La Tour, Public Domain, 
https://commons.wikimedia.org/w/index.php?curi
d=15462456

But if Windt’s
hypotheses are 
correct, at least 
some dreams 
get much 
weirder than 
this 
rudimentary 
integration of 
external 
stimuli. 
Installation at University of Southern California, 
Pacific Asia Museum. The Dreams of a Sleeping 
World. Image courtesy: © Oscar Oiwa Studio, 
NY. CC BY-SA 4.0, 
https://commons.wikimedia.org/w/index.php?c
urid=93202860

Some dreams actually involve distorted perception of 
the sleeping body. 
• Dreams of flying due to ambiguous vestibular 

feedback are one example.
• But the brain’s attempt to predict the feedback 

from twitches leads to dreams of the predicted 
movements. In essence, as your sleeping limbs 
twitch, you have dreams of the associated 
movements: e.g., dreams of kicking, punching, 
grasping, etc. 



Thus, many dreams aren’t “envatted” simulations of a 
totally unreal dream world. Many dreams are driven by 
actual (albeit distorted) perception of your sleeping 
body, supported by models of bodily movement as 
your brain attempts to train its sensorimotor circuits. 

This theory contrasts with the popular folk idea that 
twitching limbs are caused by dreams. According to 
Windt and Blumberg, your limbs don’t twitch as a 
result of dreamed action that “leaks” out. Instead, your 
limbs twitch due to random firing in the brainstem, and 
that movement is sensed by your brain, which 
incorporates the perceived body movement into your 
dream. You don’t “act out” your dreams, you dream 
your sleep body’s action!

For example, consider the following dream report:
“I was chasing a monster around a large warehouse, trying to zap it with 
a ray gun. The visual experience was very much like scenes out of old 
first-person shooter video games I played as a kid — almost as if I had 
found myself in the world displayed on the TV. I very much could feel 
my hand gripping my gun, and squeezing the trigger. The gun didn’t 
quite fire reliably as I pulled the trigger, and so (in the dream) I got 
frustrated and fiddled with my trigger-pull motion, trying to find out 
how best to make the gun fire. Something awakened me mid-dream, 
and I awoke in mid leg-twitch and found that I was gripping my Roku (a 
streaming device) remote, squeezing it. It has buttons on the side to 
control the TV volume, so as I squeezed, those buttons would have 
pushed back and given my hand tactile-motor feedback.”

Of course, some parts of these dreams are brain-
generated simulations: e.g., the visual scene 
accompanying the bodily movements. In the previous 
dream report, the tactile and proprioceptive 
sensations of pulling a trigger and running were real 
perception of the sleeping body, but (of course) the 
seen warehouse, monsters, and ray guy were a 
product of my brain’s imagination. 



But these purely imagined (brain-driven) elements are 
themselves driven by the bodily feedback: The brain 
must imagine a world and scene that fits with the 
actual, perceived movements.

The upshot is that many dreams are not fully 
simulated worlds, completely generated or imagined 
by the brain. They result from a reshuffling of the 
brain’s sensorimotor circuits as the brain samples its 
own motor commands and attempts to predict the 
effects. We dream these predictions, which seem to 
trigger sensory circuits (e.g., vision) to kick into gear 
and generate imagery that fits the body movements. 
Dreams straddle the line between perception and 
imagination, partly made of perception of the physical 
environment, partly made of an imagined world.

Summary:
• Predictive coding offers an explanation of neurons’ inconsistent responses and 

their responsiveness to stimulus change. 
• Predictive coding would mean a natural error signal which the brain could use 

to learn. 
• Predictive coding is fairly well established in the sensorimotor system. 
• It explains how the brain distinguishes stimulus-driven input from self-motion, 

and how it works around the temporal lag in proprioceptive response. 
• Myoclonic twitching in dreams provides opportunity for the brain to learn 

from the error signals in its sensorimotor circuits and fine-tune its 
sensorimotor circuits. 

• This “bodily self sampling” leads to consciousness of the sleeping body, and 
the resulting dreams mix experience of the body with experience of a 
simulated dream world.


