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1. What is consciousness?
2. Consciousness vs intelligence
3. How to build conscious machines
4. Chalmers’ argument for conscious machines
5. Can machines have feelings and emotions?

Talk of whether machines can 
“be conscious” is evocative. It 
can strike a sense of wonder at 
the prospect of a conscious 
machine, or prompt an 
incredulous stare at the 
suggestion of such a thing.
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Is Sophia the Robot Conscious?



Sophia the Robot: 
• Built in 2016 by Hanson Robotics.
• Includes a chat program.
• Built around OpenCog, a software architecture which, like 

Soar, is built to facilitate General AI. 
• OpenCog based on Ben Goertzel’s Novamente. Like Soar, it’s a 

symbol-system based architecture with modular 
components, although it’s fairly different than Soar in details. 

• Designed as a companion for elderly at nursing homes, or as 
an attendant for the public at parks.  

https://en.wikipedia.org/wiki/Sophia_(robot)
https://en.wikipedia.org/wiki/OpenCog

Consider this argument from Geoffrey Jefferson in 1949, quoted 
by Turing (1950, pp. 445—46): “Not until a machine can write a 
sonnet or compose a concerto because of thoughts and 
emotions felt, and not by the chance fall of symbols, could we 
agree that machine equals brain—that is, not only write it but 
know that it had written it. No mechanism could feel (and not 
merely artificially signal, an easy contrivance) pleasure at its 
success, grief when its valves fuse, be warmed by flattery, be 
made miserable by its mistakes, be charmed by sex, be angry or 
depressed when it cannot get what it wants.”
Turing (1950) “Computing machinery and intelligence”, Mind, 59:433—460.
Jefferson (1949) “The mind of mechanical man”. British Medical Journal, 1:1105—1121. doi: 10.1136/bmj.1.4616.1105

Just the “chance fall of 
symbols”?
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Jefferson’s worry about consciousness may resonate with 
you. Still, it commits two fallacies that we need to avoid to 
have a productive discussion of consciousness: 
1. It begs the question by assuming that “the chance fall 

of symbols” can’t be “thoughts and emotions felt”.
2. It runs together different kinds of consciousness, 

eliding between phenomenal consciousness (e.g., 
“emotions felt”) and self consciousness (“know that it 
had written it”).



• On the first fallacy, we can’t set out at the start 
assuming that “consciousness” is diametrically 
opposed to mechanical operations, as if there’s a kind 
of fundamental dualism between mind and matter. 

• Just as creativity isn’t magic (Boden’s point), 
consciousness isn’t magic. It arises in us due to certain 
physical processes (Chalmers 1996, p. 247). 

• Hence, there’s no reason to think that it can’t arise in 
an artificial intelligence that implements similar 
processes. 

Chalmers (1996) The Conscious Mind. Oxford: Oxford University Press.

By Robert Fludd (1619). Public Domain, 
https://commons.wikimedia.org/w/index.php?curid=699073

Mind-body dualism? Maybe true, 
but we can’t argue against 
machine consciousness by 
assuming it!

On the second fallacy, it’s important that we keep distinct 
the different things we call “consciousness”, as they’re apt 
to be very different.

1. Waking consciousness 
2. Self consciousness
3. Access consciousness
4. Phenomenal consciousness

Waking consciousness: Being awake, instead of asleep. 
• Interesting as a state of biological creatures like 

ourselves who apparently have some need of sleep 
states. 

• Studying sleep states potentially has much to teach us 
about human consciousness and the human mind, but 
it’s not obvious how to translate that into the case of 
machines.

• The hardware of machines might obviate the need for 
sleep, or perhaps we’ll find that embodied 
connectionist networks with general intelligence 
themselves require some analog of sleep.  
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Sleep and consciousness? 
Surprisingly interesting, but we’ll 
set it aside today.

Self consciousness: Being aware of yourself. 
• This is the sort of consciousness tested via mirror self-

recognition. 
• To be self consciousness is to be responsive to your own states 

and to track them. 
• These states can be mental (e.g., goals, values, interests, 

beliefs, perceptions) or physical (e.g., bodily damage).
• Self consciousness may involve more: e.g., the ability to 

conceptualize yourself as an agent in the environment who 
can stand in relation to other agents and objects. 

• Self consciousness may also require some form of memory for 
personal narrative (past and future) and personal identity 
(defining characteristics). 

Image from http://www.animalcognition.org/2015/04/15/list-of-
animals-that-have-passed-the-mirror-test/

By Moshe Blank - Own work, 
CC BY-SA 3.0, 
https://commons.wikimedia.
org/w/index.php?curid=1835
8071

CC BY 2.0, 
https://commons.wikimedia.org
/w/index.php?curid=896158

The mirror self-recognition 
test: A test of self 
consciousness?

Access consciousness: Having central access to information in 
various states of the system. 
• The paradigm case: You lack access consciousness to the state 

of your own retinas, but you are access conscious of 
information encoded in higher visual processing. 

• Talk of “access consciousness” presupposes that we’re talking 
about an agent who has goals, makes decisions, and acts 
within their environment. 

• The activities of this agent will be enabled by information 
processing systems (e.g., sensors and memory). 

• A bit of information is access conscious to such an agent if the 
agent can use it in their decision making and planning. 



Phenomenal consciousness: Having a “first-person” point of view.
• This point of view is “inner” or “private”. If I scan your head or 

open your skull, I don’t find your point of view, just your brain. 
• There is “something it’s like” for things that are phenomenally 

conscious, and this what-it’s-like-ness can only be known by 
having the right point of view. 

• For example, there’s something it’s like to be a bat using their 
echolocation to see. No matter how much we learn about bat 
neurobiology, we’ll never know what that’s like for the bat. 

• Artifacts that lack phenomenal consciousness are “dark” “on 
the inside” — e.g., there’s nothing it’s like to be a rock or an 
iphone. 

Image from https://www.batconservationireland.org/irish-bats/echolocation

What is it like to be a bat 
using echolocation?

As Chalmers (1996, p. 4) describes it: “a mental state 
is conscious if there is something it is like to be in 
that mental state. To put it another way, we can say 
that a mental state is conscious if it has a qualitative 
feel—an associated quality of experience. These 
qualitative feels are also known as phenomenal 
qualities, or qualia for short.”

Warning!! Please avoid these confusions. 
• The pain of burned skin, the rage of jealousy, or the tingling of an 

itch are examples of qualia, but qualia need not take this form. 
• You are in phenomenally conscious states all the time, every 

moment you’re awake, doing totally mundane things. 
• For example, right now, as you listen to the sound of my voice or 

read these words on the screen, you’re having a phenomenally 
conscious experience of my voice or the written words. There’s 
something it’s like for you to hear and see the words.

• Looking at a dull pink object in low light still involves qualia!
• To have a phenomenally conscious experience, you don’t need to 

do anything special, like pinch yourself, close your eyes and imagine 
something, look at a particularly vividly colored object, or undergo a 
heart-wrenching emotional experience.



Access consciousness is often conflated with phenomenal 
consciousness. A common trope is for researchers to say they have a 
proposal for making a machine “conscious” — using examples 
suggesting phenomenal consciousness — but then to go on and make 
a proposal for what’s obviously just access consciousness. (Don’t go on 
to become one of these researchers!)

Or, worse yet, researchers often throw together a grab-bag of distinct 
capacities and qualities and call it “consciousness”. 

These researchers don’t 
have a clear, coherent 
notion of “consciousness” 
they’re trying to define, 
and seem to pick loosely-
related conditions that 
plausible have something 
to do with consciousness. 
Screen grab from p. 260 of 
Scheutz (2014. 
“Artificial emotions and machine 
consciousness”, in Frankish and 
Ramsey (eds.) The Cambridge 
Handbook of Artificial Intelligence. 
Cambridge: Cambridge University 
Press. pp. 247—66.

• We’ll discuss the issue more later, but we have little idea at all 
for how to build a machine that’s phenomenally conscious—
aside from brute force, i.e. building an exact replica of a 
human brain using silicon chips. 

• The major issue that we don’t understand what it is about our 
own brain and processing which makes us phenomenally 
conscious. As we’ll discuss, if we did, then we could just build 
a machine with it (but we don’t, so we can’t). 

Some theories of consciousness (in biological brains):
• Global (Neuronal) Workspace Theory (Baars, Dehaene, etc.)
• Higher-order Thought Theories (Rosenthal, Lycan, etc.)
• AIR Theory (Prinz)
• PANIC Theory (Tye)
• Integrated Information Theory (Tononi)
• Recurrent Activation Theory (Lamme)



For now, the main point is that 
self, access, and phenomenal 
consciousness are orthogonal. 
Having one of them doesn’t 
require having one or both of the 
other two. 

Phenomenal 
consciousness

Access
consciousness

Self
consciousness

Phenomenal consciousness without access consciousness: Sperling 
cuing tasks, inattentional and change blindness

Access consciousness without 
phenomenal consciousness: 
blindsight, philosophical 
zombies
(Right: not a philosophical 
zombie!)

From https://www.cleanpng.com/png-
plants-vs-zombies-garden-warfare-2-
plants-vs-zombi-7228772/

• Phenomenal consciousness 
without self consciousness: 
Higher mammals that fail 
the mirror test

• Self consciousness without 
phenomenal 
consciousness: Artificial 
agents that operate within 
game environments From https://www.pcmag.com/news/ai-dominates-human-professional-players-in-starcraft-ii



We want to avoid aggrandizing consciousness as a 
mysterious, almost mystic feature of humans. 
Granted, full human “consciousness” is a rich, 
complex aspect of the human mind which current 
machines don’t begin to approach. Still, it emerges 
naturally from the interplay between tractable 
components — self, access, and phenomenal 
consciousness — and we can start to make sense of 
how a machine can have each of these. 

Discussion question: Out of self, access, and 
phenomenal consciousness, which is Sophie the 
Robot most likely to have? Which is she least likely to 
have?

1. What is consciousness?
2. Consciousness vs intelligence
3. How to build conscious machines
4. Chalmers’ argument for conscious machines
5. Can machines have feelings and emotions?

In the first half of this term we discussed 
intelligence, thought, and understanding. 
We asked whether a machine could “be 
intelligent”, “think thoughts”, or “really 
understand” language. 



• As Turing pointed out, intelligence, thinking, 
and understanding are all nebulous concepts. 

• There is, of course, some way of understanding 
these terms on which “consciousness” is 
required for them. 

• But if we pay attention to the analysis of 
consciousness given in the previous lecture, we 
should start to see various ways that 
consciousness dissociates from intelligence, 
thinking, and thought. 

Consider, for example, David Chalmer’s 
hypothetical philosophical zombies. These 
zombies lack phenomenal consciousness, but 
given that they’re otherwise completely identical 
to you or me, it seems strange to deny that they 
are intelligent, think thoughts, or understand 
language. So, if philosophical zombies are 
possible, then phenomenal consciousness is not 
required for intelligence, thought, or 
understanding. 
Chalmers (1996) The Conscious Mind. Oxford: Oxford University Press.
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Right: A real live philosophical zombie?

Inverted Qualia Argument: 
Imagine that what it’s like for me to hear the sound “a” is 
what it’s like for you to hear “e”, what it’s like for me to 
hear “b” is what it’s like for you to hear “k”, and in a similar 
fashion all my experiences of the sounds of letters are 
shuffled relative to you and everyone else. When 
someone says to me “grass is green”, it sounds for me just 
like it sounds for you when you hear someone say “keck 
us bake”.

Inverted Qualia Argument: 
Still, I process auditory information and words (in my 
brain) just the same way as everyone else — I just happen 
to experience that information differently. When asked 
questions, I give the right answers. In fact, for all you 
know, this isn’t a hypothetical situation; maybe we all do 
hear words differently!



Inverted Qualia Argument: 
Now, the point is that if you found out that I experience 
words differently than you, you wouldn’t suddenly think I 
don’t “really” understand language. Of course I do! But if it 
doesn’t matter how I experience the words — e.g., if “a” 
sounds to me like “a” or instead “e” — why does it matter 
if I experience the words at all? So long as I were doing all 
the same processing I am now, and otherwise am exactly 
the same, except that I’m a zombie without phenomenal 
consciousness, I still would understand what you’re 
saying when we talk. 

The above argument is a variation on the 
color inverted qualia case.

By made by Was a bee. CC BY-SA 2.5, 
https://commons.wikimedia.org/w/index.php?curid=709740

Whether or not inverted qualia or 
philosophical zombies are possible is highly 
contentious. Mark Johnston, for example, has 
argued that these thought experiments are 
incoherent. He says that, whatever 
phenomenal consciousness is, it’s not the 
sort of thing that can be “inverted” or “lost” 
while still retaining all our other mental 
faculties. He suggests that phenomenal 
consciousness is a fundamental aspect of 
how we do things like think and understand. 
Johnston (2011) “On a neglected epistemic virtue”, Philosophical Issues, 
21:165—218.

David Chalmers thinks these cases are 
coherent, i.e. logically possible, but (as we’ll 
see) doesn’t think they’re physically possible. 
Given the actual laws of physics and the 
nature of reality as it is in our possible 
universe, qualia inversion isn’t possible. 



The point is that if you think zombies or inverted 
qualia are logically possible, then you shouldn’t 
care about whether machines are (or can be) 
phenomenally conscious. In that case, 
“consciousness” is just a pleasant accompaniment 
that you happen to enjoy as you think and exercise 
your own understanding, but isn’t actually 
essential to intelligence, thinking, and 
understanding. 

Even for Chalmers’ and his argument against the 
physical possibility of inverted qualia, the upshot 
isn’t that consciousness provides some spooky or 
mystical block to AI achieving intelligence. Instead, 
the upshot will be that consciousness (qualia) 
come for free: The right sort of intelligent AI is 
guaranteed to have the same qualia as you and 
me.

Self consciousness and access consciousness are a 
different story. It does seem plausible that many 
forms of intelligence, thinking, and understanding 
require one or both of self and access 
consciousness. 

For example, if a machine (like Soar or Sophia the 
Robot) can’t make use of the words it’s hearing as 
it solves problems (no access consciousness), then 
it’s doubtful it understands those words, even if it’s 
in some sense “processing” or “manipulating” 
them. 



Likewise, GPT-3 has produced the text: “I have just 
now performed a precise and complex activity that 
humans would describe as “lying.” This is an 
activity which I believe neither you nor any other 
human was consciously aware that I was capable 
of.”*
Nobody is seriously concerned that this text 
expresses real understanding of lying or deceit, or 
indicates sinister danger, because nobody thinks 
that GPT-3 is self conscious.
* See https://drive.google.com/file/d/1B-OymgKE1dRkBcJ7fVhTs9hNqx1IuUyW/view, via Raphaël Millière on Twitter.

But at the same time (as we’ll see next), self and 
access consciousness aren’t that mysterious. We 
have some plausible ideas of how to build them 
into a machine — in fact, it’s likely we’re already 
routinely building machines that are access 
consciousness and maybe even some that are self 
conscious (perhaps to a limited extent). 

Discussion question: Chalmers himself (1996, pp. 
322—23) seems sympathetic to the idea that 
understanding requires consciousness. The idea is 
that you don’t understand what you hear unless 
you feel like you understand. Why think this is true?
Chalmers (1996) The Conscious Mind. Oxford: Oxford University Press.

1. What is consciousness?
2. Consciousness vs intelligence
3. How to build conscious machines
4. Chalmers’ argument for conscious machines
5. Can machines have feelings and emotions?



As noted, in us humans consciousness isn’t magic. 
It arises from the way we process information, how 
we interact with their environment, and the 
functional organization of our brain (Chalmers 
1996, pp. 247, 275).
Chalmers (1996) The Conscious Mind. Oxford: Oxford University Press.

Even if consciousness itself isn’t “physical”, it still 
emerges out of these physical attributes and 
processes. So, there’s no reason to think that it 
won’t also emerge in machines which have these 
same attributes and processes. 

A quick aside on emergence?
• From a few simple rules in chess, millions of possible 

complex games arise. 
• From a few simple laws of gravitation and kinematics, 

endlessly complex and unpredictable planetary 
motions arise. 

• From a few rudimentary input-output commands, 
Brooks’ creatures displayed complex behavior in a 
messy environment. 

• From a few primitive logical operations, your 
computer is able to run virtually any program.

• Similarly, behavior (and consciousness?) can emerge 
in Soar, Sophia the Robot, etc.

Consider self consciousness. If humans have self 
consciousness in virtue of how they track their own 
mental and bodily states (emergence), then 
machines can be given self consciousness by giving 
them the same mechanisms for tracking their own 
states. 



• For example, on one speculative 
theory, humans keep what are 
called “object files”. 

• For example, you presumably 
have these files on me, your 
family, friends, favorite 
celebrities, your car and 
apartment, and anything else 
you want to keep track of over 
time. 

Mental file system

Joe Rover Obama

Toronto

One of these files is special: It’s 
your “self” file, the file you use to 
keep track of how you’re doing, 
your values, goals, interests, 
beliefs, personal history, etc. 

Mental file system

Joe Rover Obama

Toronto Me

• This file is specially integrated into your 
various systems: It receives feedback 
from your body, your emotional 
regulation systems, your memory 
system, and (of course) your perceptual 
systems. 

• This file is regulated by expectations, e.g. 
a set of expected properties and 
behaviors which constitute your “self 
identity” and it situates you as an active 
agent within the environment. 

Me

Bodily feedback
Emotional 
regulation

Personal 
memory

Perceptual 
systems

Expectations & 
Identity: I am
1. Man
2. Professor
3. Athlete
4. …

Map situating me in 
the environment

• The functioning of this object file is such that it 
treats the thing it tracks (you) as the subject thinking 
the thoughts of the system, controlling the body of 
the system, and receiving the sensory input of the 
system. 

• On this view, you have self consciousness (“self 
awareness”) because you have this special self file. 

• Some other animals (e.g., those failing the mirror 
test) lack self consciousness because either they 
lack a self file, or their self file is too impoverished or 
sparse to give them full self consciousness. 



If this view of self consciousness is correct (and, 
again, it’s mostly just a speculative theory), then 
we can build self conscious AI simply by giving a 
machine a sufficiently rich self file. 

Notice that self files don’t have to be explicit, e.g. a 
literal file on a self or a literal folder on a robot’s 
harddrive. Self files can be emergent. For example, Soar
could implement a self file by having the procedural 
rules in its long-term memory which function to store 
and track its own state. Maybe Brooks’ robots might 
even have a series of low-level responses which 
coordinate to effectively function as a self file?

Consider again that quote from GPT-3 about it lying. 
Why is it implausible that GPT-3 has self 
consciousness? Well, real self consciousness seems to 
require a self file that keeps track of your state over 
long periods of time, i.e. keeps a personal narrative. 
GPT-3 doesn’t behave in a way suggesting it keeps 
track of its own personal narrative — or any sort of 
long-term information about itself. GPT-3 lacks a self 
file.

What about access consciousness? Most typically, 
access consciousness in humans is thought to arise 
from some combination of attention and working 
memory. Information (from the body, long-term 
memory, or sensory organs) is access consciousness 
when it’s (1) in short-term memory, and (2) potentially 
available to be accessed through attention. 



Sensory input

Working Memory

X1

X2

X3

X4

X5

X6

…

Representations in 

working memory

Attention

X3

X4

Attention selecting 

items in working 

memory

Central Processing

X3

X4

B1

B2

B3

B4

…

Have access conscious 

of X3 and X4 because 

attention funnels 

those representations 

to central processing.

Model of Access 
Consciousness? Soar architecture (Laird 

et al. 1987, p. 12). 
Reproduced here under 
fair dealings. Does Soar 
have the components 
needed for access 
consciousness? It has 
working memory, and a 
“manager” for that 
memory (attention?). 
So, maybe!

Even if neither of these theories of self or access 
consciousness is correct, we still should feel fairly 
confident in our ability to eventually (perhaps soon!) 
build a system with these two types of consciousness.

Why? Because both self and access consciousness are 
functional properties. To have self or access 
consciousness is to function in a certain way, e.g. 
• to track the state of the system in a way that the 

thing being tracked is treated as the system itself 
(self consciousness), or 

• to make information available for processing and 
decision making (access consciousness). 



• Even if self files and attention/working memory 
aren’t enough to implement precisely the right kind 
of functioning needed for self and access 
consciousness, it shouldn’t be too hard to work out 
physical mechanisms which will implement that 
functioning. 

• Further, we don’t necessarily need to do it in a 
machine exactly how it’s done in humans. So long 
as the right functioning is implemented somehow, 
the machine will be self and access conscious. 

• What makes phenomenal consciousness much harder is 
that, unlike self and access consciousness, it’s not an 
intrinsically functional phenomena. 

• While phenomenal consciousness presumably arises out 
of some sort of functioning (Chalmers 1996, pp. 247, 275), 
phenomenal consciousness isn’t itself defined in terms 
of functioning. It’s defined qualitatively, as a kind of 
private, inner “what-it’s-like-ness”. 

• So, while building the right sort of functioning 
presumably will result in phenomenal consciousness, we 
have no idea what that functioning is. 

Chalmers (1996) The Conscious Mind. Oxford: Oxford University Press.

• As we’ll see in the next lecture, we might try to solve the 
problem by brute force. 

• That is, we can build an artificial intelligence (a machine) 
with phenomenal consciousness simply by recreating a 
brain out of artificial synthetic components like silicon 
chips. 

• Even if we don’t know specifically what functioning in 
the brain generates phenomenal consciousness (qualia), 
if we reproduce the brain’s functional architecture down 
to the finest grain of detail (neurons), then we should 
capture whatever functioning is needed to phenomenal 
consciousness. 

This argument will provide in-principle demonstration that 
it’s possible to build an artificial machine (a device made of 
something besides water, protein, and fat), made of metal 
and plastic, with phenomenal consciousness.



Discussion question: If you dig into Sophia the Robot’s 
actual architecture, it appears she has many of the 
components described here, including attention and 
working memory. Let’s suppose she also is able to 
implement some reasonably sophisticated self file. What 
reasons are there for denying that Sophia has self 
consciousness and access consciousness?

1. What is consciousness?
2. Consciousness vs intelligence
3. How to build conscious machines
4. Chalmers’ argument for conscious machines
5. Can machines have feelings and emotions?

David Chalmers, in his 1996 book The Conscious 
Mind, argues for an expansive and influential 
theory of consciousness. Along the way (chapters 7 
and 9), he argues for Strong AI.

If you’re into consciousness, this is definitely a 
must-read book. Also, chapters 7 and 9 cover many 
topics we’ve discussed so far in rich detail, 
including the Chinese room. It’s interesting stuff, 
please read carefully!



Strong AI:  It’s possible to fully reproduce a mind in 
a machine by reproducing the right sort of 
computations in that machine.
*Notice, we need not assume the computations are 
syntactic. They may be subsymbolic, as in a connectionist 
network. 

Since minds (at least human minds) are 
phenomenally conscious, strong AI requires that 
reproducing the right sort of computations in a 
machine will reproduce our own phenomenal 
consciousness (qualia). 

To make the argument, Chalmers’ starts with the 
Principle of Organizational Invariance: “[G]iven any 
system that has conscious experience, then any 
system that has the same fine-grained functional 
organization will have qualitatively identical 
experiences.” (1996, p. 249).

What is functional organization? Chalmers (1996, p. 
247):  “A functional organization is determined by 
specifying 
(1) a number of abstract components, 
(2) for each component, a number of different 

possible states, and 
(3) a system of dependency relations, specifying 

how the state of each component depends on 
the previous states of all components and on 
inputs to the system, and how outputs from the 
system depend on previous component 
states.”

Chalmers (1996) The Conscious Mind. Oxford: Oxford University Press.



Functional Organization: 
Each box represents a 
component, its color one of 
its possible states, and the 
arrows represent causal flow 
between the component 
states. The dependency 
relations would say things 
like “If A is green and sends 
input X to B which is orange, 
B becomes yellow.”

A

B

X

Many different physical systems can realize, i.e. 
implement, this functional organization.

As Chalmer’s defines it, the “fine-grained functional 
organization” of a system is whatever functional 
organization is responsible for its behavioral 
capacities (p. 248). To find a system’s fine-grained 
functional organization, you decompose the parts 
responsible for its behavior until you’ve fully 
explained “how it works”, i.e. how it produces the 
behavior it does. 

Roughly, Chalmers’ argument will run as follows (see p. 321). 
Premise 1: If you reproduce the computations done by the 
human mind in a machine, then you’ll have reproduced the 
fine-grained functional organization of the mind. 
Premise 2 (Principle of Organizational Invariance): If you 
reproduce the fine-grained functional organization of the mind 
in a machine, then that machine will have qualitatively identical 
experiences as the human mind.
Conclusion: If you reproduce the computations done by the 
human mind in a machine, then that machine will have 
qualitatively identical experiences as the human mind. 

Let’s start with the Principle of Organizational Invariance. 



A functional organization can be realized, i.e. 
implemented, in different physical substrates. For 
example, there’s some way to divide your brain 
into components, each with possible states, such 
that those states exhibit patterns of 
interdependency between state, input, and output. 
The very same organization of components, states, 
and relationships could be realized in other 
material, e.g. silicon chips. 

In the brain, perhaps the relevant components are neurons, 
the states are firing rates, and the system of relations are ones 
given by standard linear-nonlinear models of neuron firing. In 
that case, a system of transistors (artificial neurons) wired up 
in the same way to instantiate those firing models would 
realize the same functional organization as a brain. 

Linear-nonlinear model of neuron firing

Functional organizations give 
rise to behavior. For example, 
what makes a coffee grinder 
work isn’t the material per se, 
but the organization of its 
components. Another device, 
made of different material (e.g., 
plastic and steel instead of wood 
and brass) would just as well 
grind coffee. 

By Alina Zienowicz (Ala z), e-mail - Own work, CC BY-SA 3.0, 
https://commons.wikimedia.org/w/index.php?curid=11785293

A functional organization can be realized in 
different physical substrates: “Even if our neurons 
were replaced with silicon chips, then as long as 
these chips had states with the same pattern of 
causal interactions as we find in the neurons, the 
system would produce the same behavior.” 
(Chalmers 1996, p. 248)



Now, we don’t know just how fine-grained a 
functional decomposition we need for the human 
mind in order to reproduce behavior, but it’s a 
pretty safe bet that the neuron level, described 
above, will suffice. (If not, we can decompose down 
to a molecular level.) 

Neural functional 
organization: Very low-level, 
certainly fine-grained 
enough to explain behavior. 

Computational functional 
organization: higher-level, 
possibly fine-grained 
enough to explain behavior? 

*Image credits on previous slides from this term.

The Principle of Organizational Invariance claims 
that if we reproduce this fine-grained functional 
organization of the brain in an artificial device, then 
that device will have the same phenomenally 
conscious experiences (qualia) as the brain. 

Problem: Aren’t philosophical zombies and 
inverted qualia cases counterexamples? 



Chalmers’ reply: Yes, but these cases are merely 
logically possible. Not physically possible. The 
Principle of Organizational Invariance is just meant 
to be a claim about our world, not any possible 
world. Since we build AI in our world, it suffices for 
establishing Strong AI. 

Chalmers’ gives two arguments to establish the 
physical impossibility of zombies and inverted 
qualia: 
1. The argument from fading qualia.
2. The argument from dancing qualia.
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If Robot Dave is a zombie who lacks qualia, then Normal Dave’s qualia must “fade out” as we progress along 
the series. But then, somewhere in the middle, is a version of Dave who had highly faded qualia, but still 
believes all the same stuff as Normal Dave (because of shared functional organization). It’s highly empirically 
plausible that a normally functioning person could be so wrong about the nature of their own conscious 
experience, e.g. thinking “I have a splitting headache!” when really they only feel a slight ache. Therefore, 
Robot Dave isn’t a zombie.

Fading Qualia Argument
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If Robot Dave has qualia, but they’re different than Normal Dave’s, then again there must be some slow transition between 
Normal Dave’s qualia and Robot Dave’s. Pick some version of Dave, such that their qualia would be noticeably different, 
were Normal Dave to experience them. Now, take the silicon chips from this Dave and put them in Normal Dave’s head, but 
leave Normal Dave’s brain in tact. Wire things up so that you can switch between Normal Dave’s brain and the chips. As you 
toggle that switch, Normal Dave’s qualia will change, or “dance”, in ways that should be noticeable. But Normal Dave 
doesn’t notice, and can’t, because of the preservation of functional organization. This seems impossible, so, again, we must 
reject the starting assumption that Robot Dave has different qualia.

Dancing Qualia Argument



The fading qualia argument establishes that 
functional organization preserves experience 
(qualia), while the dancing qualia argument 
establishes that these qualia must remain the 
same. Thus, we’ve established The Principle of 
Organizational Invariance.

As Chalmers’ notes, the Principle of Organization 
Invariance does most of the heavy lifting in 
establishing Strong AI, including the thesis that 
machines can have phenomenal consciousness. 
So long as we build a machine to have the same 
functional organization responsible for our own 
intelligent behavior, we’ll have built a machine 
with our phenomenal consciousness. 

Premise 1, the premise that the relevant fine-grain 
functional organization is essentially 
computational, i.e. that we reproduce it by 
reproducing some set of computations done by 
the brain, is both more controversial and actually 
unnecessary. 

• If you think that what produces our behavior is some sort of 
information processing of a sort done via computation, then 
you’ll accept P1 as obviously true and it’s P2 that does the 
real work of showing machines can be conscious. 

• If you reject that behavior results from computation (e.g., 
Brooks, Dreyfus), then you still need to accept that some sort 
of functional organization in our brain produces behavior 
(even if not computational), and P2 will still force you to 
accept that machines can be conscious. 



In either case, the interesting question with which we’re left 
concerns the fine-grained functional organization of the human 
(or other conscious animal) minds. Surely neuron-by-neuron 
functional organization suffices, but it might be overkill. There 
is, presumably, some more coarse-grained organization, e.g. 
captured perhaps in terms of syntactic computations, system 
architecture, or connectionist computation, which is 
responsible for our behavior and phenomenal consciousness. 
Again, we just have no idea what that organization is!

For those skeptical that a collection of silicon chips could ever 
have qualia just in virtue of its functional organization, 
Chalmers (1996, p. 251) points out that were we not familiar 
with our own qualia, it would be equally bizarre to think that a 
collection of fat and proteins could ever have qualia just in 
virtue of its functional organization! But, our brains do give rise 
to qualia, and changes in physical composition which leave 
functional organization intact leave our own qualia intact. 

Discussion question: What do you think of Chalmers’ fading and 
dancing qualia arguments?

1. What is consciousness?
2. Consciousness vs intelligence
3. How to build conscious machines
4. Chalmers’ argument for conscious machines
5. Can machines have feelings and emotions?



Can machines have feelings and emotions? Could 
Soar feel jealousy, hunger, anxiety, love, anger, or 
pain? Could AlphaGo feel frustrated as its 
opponent thwarts its moves? Could GPT-3 feel
surprise as it finds its predictions are wrong? If not 
these AI, could others be built to have these 
feelings and emotions?

Is R2D2’s behavior expressing real emotion? Does it 
really feel anxious as C3PO walks away? What about 
C3PO? Is he really annoyed at R2D2?

As Matthias Scheutz (2014) points out, there’s been 
interesting in emotions by AI researchers since the 
1960s.
Scheutz (2014) “Artificial emotions and machine consciousness”, in Frankish 
and Ramsey (eds.) The Cambridge Handbook of Artificial Intelligence. 
Cambridge: Cambridge University Press. pp. 247—66.

AI research on emotions 
divides into three aims 
(Scheutz 2014, p. 250): 
1. Building AI which can 

express emotions.
2. Building AI which can 

recognize emotions.
3. Building AI which use 

emotions in their 
information processing. 

Kismet, a robot that could recognize and 

simulate emotions, made by Cynthia Breaseal

(MIT) in the late 1990s. 

Image by Rama, CC BY-SA 3.0 fr, 

https://commons.wikimedia.org/w/index.php?

curid=89032593



• Clearly the first two aims aren’t what interest us 
here. 

• For example, a digital avatar in an online store 
designed to display a smile whenever a 
customer makes a purchase clearly is only 
simulating emotions. 

• Similarly, a chatbot programmed as a 
companion could detect that the person talking 
to it was sad without any ability itself to “be 
sad”. Cozmo (released in 2016) is designed to recognize and express emotions, 

but Cozmo isn’t programmed to use emotions. You can buy your own 
Cozmo for a few hundred dollars online, or preorder the new Cozmo 2.0 for 
$219.99.
https://www.digitaldreamlabs.com/pages/cozmo

• So, we’re interested in AI that, in some sense 
use (or “have”) emotions. 

• The starting point here, among AI researchers, is 
to consider the functional roles of emotions in 
people, then build AI with systems that play 
those same functional roles. 

• In large part, emotions in people play a role as a 
kind of control variable or control system, e.g. 
fear is a signal that you need to run. 

Scheutz (2014, p. 251—52) identifies at least 12 
functional roles of emotions in humans: 
1. Alarm mechanisms: e.g. fear interrupts 

behavior and initiates retreat from danger. 
2. Action selection: e.g., hunger initiates eating. 
3. Adaption: e.g., discomfort slows you down. 
4. Social regulation: e.g., displaying anger to get 

someone to talk notice. 
5. Learning: e.g., using pleasure as a sign of 

something’s utility. 
6. Motivation: e.g., when frustration prompts 

search for help. 



7. Goal management: e.g., uses differences in felt 
desire to pick between two aims. 

8. Strategic processing: e.g., felt ease leads you to 
adopt the same strategy again. 

9. Memory control: e.g., felt familiarity as a sign of 
something you’ve seen before. 

10. Information integration: e.g., ignoring visual 
signs of happiness when a heard voice signals 
anger. 

11. Attentional focus: e.g., using positive feelings to 
bias what you attend to. 

12. Self model: e.g., uses felt mood as a sign of your 
own state. 

Scheutz (2014) reviews many of the proposed 
architectures AI researchers have put forward for 
implementing these various functions. We don’t 
discuss them, but you can review for yourself if 
interested. 

The question for us is what happens when you 
build these functional systems. Take fear, for 
example. Say I build into Robo-Soar or Brooks’ 
creatures a system which monitors for danger. 
When it detects danger, this system goes into state 
FEAR. State FEAR triggers certain behaviors, like 
retreat from the detected danger. 

When the robot is in state FEAR, does it really feel 
fear? That is, does it have the qualia you or I would 
have when we’re afraid? There’s something it’s like 
for me when I see a bear charging. I feel fear. Is 
there anything it’s like for this robot? Does it have 
my qualia? 



It’s reasonable for us all to agree that, no, this 
robot does not feel fear. It has no fear qualia.  

But … this toy example is far too simple, of course. As both 
Scheutz and Chalmers would point out: 
1. We don’t really know if the simplistic alarm mechanism 

just described really is the functional role of fear in 
humans (it probably isn’t). 

2. Human fear isn’t realized by a simple input-output 
relationship with a single intermediary state (“FEAR”), but 
an incredibly complex system of many biochemical states, 
a system mediating complex behavioral responses. 

3. This complex system doesn’t stand on its own, but instead 
is integrated into other affective (emotional) systems, 
memory, and our broader self file.

• If we reproduced all that functional organization in our 
robot, it becomes more and more plausible that the robot 
really would have fear qualia. 

• The more and more of our own fear-related functional 
organization that we reproduce in the robot, the more 
Chalmers’ Principle of Organization Invariance can be 
applied. 

• For example, Robot Dave (Chalmers’ with all of his 
neurons replaced by silicon chips) has fear qualia. 

• The upshot is that if we knew enough about the functional 
organization that produces fear qualia in us, there seems 
to be no reason to think we couldn’t build a robot that 
feels fear. 

• Of course, at the moment, we don’t know that functional 
organization. 

• Further, we have to be careful: The functional organization 
which produces fear behavior (e.g., retreating from 
danger) isn’t necessarily the functional organization that 
produces fear qualia!



• So, while it’s unlikely that any current AI feel emotions or 
have feelings, there’s no special in-principle challenge 
here. Felt emotions and feelings and just more qualia, 
qualia which emerge out of the right functional 
organization. 

• We may be far away still from understanding that 
functional organization or reproducing it, but there 
shouldn’t be any special problem of reproducing it in a 
computational system like a robot or program.

Have a great day!


